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Revision

« Discounted return(3730[E]4R)

Ut = R+ Rip1+ Ryvo+ Reyz+--- + Ry,

» Action-value function(Zh{E4&E & £
St =g, Ay = (Ltj|.

Q?F(Stt ﬂ*t) = ]ESt+1,At_|_11... e AL |:Lrt
« Optimal action-value function(&{LE1{EHT{E R £X)

Q*(Staﬂ't) = Inax QTF(St':ﬂ't)g Vst €S8, a € A
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DQN

* Deep Q network
» To approximate the optimal action-value function
* Q(s,a; )
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shanghai

D Q N predicted: 3h

actual: 2h45m
» Temporal difference (B g Z4))
* Q(s,d;w) = 3h

* TD target: y(t) = 2h45m

e Loss: L = %(Q - y(1))?

» Gradient: (Q - y(t))—

Macau

« Gradient descent: w =w - (Q - y(t))—
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shanghai

DQN predicted all: 3h

e From S to H: 2h30m predicted: 15min
* y(t) = 2h30m + 15m = 2h45m Macau

e Loss: L = %[Q - y(1)]2
« Gradient: (Q - y(t))—
« Gradient descent: w =w - (Q - y(t))—

actual: 2h30m

Hongkong

* Tem=Tsn tThwm
* Predicted date = observed data + predicted data
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DQN

‘U =R+ R+ 2R+ 3R+ 4R+
*Ui=Ri+ Uy
* Q(s,,a;w) is estimate of expectation[U|]
* Q(si+1,a1.1;W) is estimate of expectation[U,, 4]
e Thus: Q(s,asw) =+ Q(Sq,81;W)
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DQN

 Prediction: Q(si,a;w;)
« TD target: y(t) = r; + Q(Si1,81:1;Wy)

& (sha-t) = Eg st ) |:Rt + - max @ (5’;+1=A) = B,y = at}.
-
Ty 42 o1 FOHE
Ue 13 Uy mHAEE

¢ Y(t) = r, +maxQ(si.1,a;W;)
* Loss: L = %[Q(st,at;w) - y(H)]I2

- Gradient descent: Wy =Wi- ( — () — |weow
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£ 1 4 ¥24 | & 34 ¥ 4 4
# 1% 4% B 1k #h 1%
SARSA .fgp:;;&: 380 =95 20 173
¥ gé_&,ﬂ; =7 64 -195 210
I%p;;&' 152 72 413 -80

« State-action-reward-state-action
Qn(st:a) = Esppp a4 {Rt +7 - Qr(St+1, Att1) ‘5} = 51, Ay = ﬂ-t}
= r+ Q (Sg1,a141) TD target: y,
* Observe a transition(s;,a,r,S.1)
 TD target: y,=r+ Q (St+1,3141)
e TD error: = Q (sy,a;) - Vi
» Update:Q (s,a;) = Q (sp,a) - O




Q-learning

Qx (Etﬁ fl-t) = ES‘Hl,AHl |:Rt Bt A Q:rr(St-H-. At—l—l) ‘ St = 8¢, Ay = ﬂ-t]

o Q*(Stiat;w) —~ eXpeCtat|On[Rt + Q*(St+1aAt+1)]
* Awq = argmaxQ’(Si.4,a)
e Q (Staat) =+ maXQ*(St+1,a)

$1% | B24# | #3H % 4 #
ekl ik w1k # 1k
£ 1 4
®A 380 =95 20 173
R &
#}Aég.f =7 64 -195 210
£ 3
#.chj.; 152 72 413 -80

« TD target: y, = r, + maxQ*(s.q,a)
= Q%(spay) - Yy
» Update:Q*(s,a;) = Q*(sy,a¢) - O

 TD error:
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Multi-step TD target
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Ry + vRis1 + Y Risa + -+ + ¥"7'R,.

?Zn_l - m-step TD target for Sarsa:
Ut = ( TERt—I—i) _I_ ,_T_Trt Ut—l—m* | .
- — t'm-1._,i m

i=0 Ve =dizo ¥ 'Te+i Y™ Qr(St4ms Atsm)-

One-step TD target for Sarsa:
Ve =7tV Qn(St41, Ary1)-




Experience replay

* Transition(s,ay,,St1)
« Experience: all transitions

» Compared to TD learning:

* use experience
* eliminate correlation
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Overestimation

« Bootstrapping(B&¢): TD target: y(t) = r, + Q(Si,1,8441;W;)
« Maximization: TD target: y, = r, + maxQ*(si.¢,a)

e Solutions:
e use an another target network to compute TD targets
e use double DQN
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Dueling network

« State-value functionCIAZSY M E 7 2%):
Vi(s) = Eanr|Qn(s,4)].
« Optimal state-value function(s&{CIASUTE K 2):
V*(s) = max V_ (s).
T

« optimal advantage function(& L2 R £0):
A*(s,a) = Q*(s,a) — V*(s).
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Dueling network

Theorem 1: V*(s) = maxQ*(s, a).
a
* maxA*(s,a) = maxQ*(s,a) - V¥(s) =0

Theorem2: Q*(s,a) =V*(s) + A*(s,a) — mriaxA*(s, a).

- to avoid non-identifiability(F~IE— %)
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Dueling network

* Neural network A(s,a;w”) approximates A*(s,a)
* Neural network V(s;wV) approximates V*(s)
* Q(s,a;wAwWY) = V(s;wY) + A(s,a;wA) - maxA(s,a;wA)
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Thank You!
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